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Programming intelligent robots requires novel approaches that harness the learning abilities of deep neural architectures
while allowing humans to specify, monitor and understand robot behavior. This dissertation conceptualizes robot programs
as predictive models of robot tasks and proposes a neurosymbolic program representation that allows robots to learn and
optimize their own behavior, while remaining parameterizable and interpretable by human users. It offers a blueprint for
Al-enabled robot programming that bridges the apparent divides between symbolic and subsymbolic representations,
designed and learned behavior, and capabilities and safety. The framework was evaluated on a range of robots and manipu-
lation tasks from wire harness installation to kitchen clean-up and shopping assistance in retail stores.
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1 Introduction

For robots to be useful assistants, they must be intelligent
agents that can learn models of the world and optimize
their own behavior. At the same time, human users need
to understand and control their robotic assistants to ensure
safe execution. Programs enable humans to communicate
their intent to machines, and can be read and understood
by users beyond the original programmer. Programming
constructs that introduce symbolic abstractions, such as
classes and functions, allow programmers to express what
the machine should do rather than how it should do it. Deep
learning over subsymbolic representations, on the other
hand, allows robots to learn from unstructured data, yet
makes it difficult for human programmers to understand and
modify the learned behavior. This dissertation bridges the
gap between subsymbolic and symbolic representations by
casting robot programs as predictive models of robot tasks,
and introduces a neurosymbolic program representation that
affords learning, optimization, and human control (Sect. 2).
Together with algorithms for program optimization (Sect.
3) and interactive program synthesis (Sect. 4), it realizes
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Al-enabled robot programming that allows the use of sub-
symbolic learning even in safety-critical domains (Fig. 1).

2 Neurosymbolic Robot Programs

The central representational contribution are Neurosym-
bolic Robot Programs (NRPs). An NRP pairs a symbolic
source program that specifies the robot’s behavior in
human-readable form, with a shadow program, a differ-
entiable surrogate with partially learned components that
mirrors the source program’s structure and predicts its exe-
cution outcomes. Source programs are hierarchical compo-
sitions of parameterized skills, and the framework supports
any underlying skill representation. For any given source
program, its shadow program is automatically constructed.
Shadow programs are differentiable computation graphs
whose nodes (shadow skills) are either neural networks
trained on real-world or simulated execution data, or dif-
ferentiable path planners. Each shadow skill predicts the
expected robot trajectory, including end-effector wrenches
and gripper states, given skill parameters as input. Because
shadow programs are differentiable, gradients of a task-level
objective can be propagated through the entire program via
backpropagation, making NRP parameters amenable to
first-order optimization. The fundamental novelty of NRPs
is that they can make existing robot programs optimizable.
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Fig. 1 NRPs associate differentiable surrogates (gray) to robot source programs (red), permitting learning and optimization across the full robot
program lifecycle from programming to operation. Figure adapted from [1].

3 First-Order Robot Program Optimization

The dissertation introduces Shadow Program Inversion
(SPI), a first-order optimizer for parameterized robot pro-
grams. SPI performs gradient-based optimization over the
shadow program to find skill input parameters that minimize
a task objective such as cycle time, task success, or distance
to a reference trajectory, such as a human demonstration.
Optimized parameters are written back to the source pro-
gram for execution. Because SPI operates on the learned
shadow program, it is applicable to tasks where analytical
forward models are unavailable, such as contact-rich manip-
ulation under process noise, as well as safety-critical tasks
for which the certifiability of the source program matters.

SPI is extended in two directions. A lifelong learning
scheme based on sequential transfer learning continuously
updates shadow programs to reflect changing dynam-
ics, enabling data-efficient adaptation. SPI-DP integrates
a differentiable motion planner into the shadow program
framework to perform double-loop gradient descent: an
outer loop optimizes task-level parameters, while an inner
loop optimizes motion trajectories with respect to collision
avoidance, smoothness, and proximity to a human demon-
stration. SPI is the first gradient-based approach to optimize
the program parameters of arbitrary, originally non-differ-
entiable robot programs.

SPI has been shown to optimize force-controlled motion
parameters to improve task success and reduce cycle time
in several industrial assembly scenarios. SPI-DP plans col-
lision-free pick-and-place trajectories one-shot from single
human demonstrations and jointly optimizes trajectory and
program parameters for a poka-yoke quality assurance task,
improving task success by up to 186% and reducing cycle
times by up to 75%.
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4 Interactive Robot Program Synthesis

While SPI optimizes existing robot programs, the initial cre-
ation of robot source programs remains a challenge. This
dissertation introduces the MetaWizard family of knowl-
edge-driven program synthesis systems.

MetaWizard synthesizes NRP source programs by rea-
soning over a semisymbolic knowledge base combining
foundational and application ontologies with a digital twin
of the environment. Given a Virtual Reality (VR) demonstra-
tion of the task, it abstracts the intended actions by parsing
the demonstrated force-dynamic events and grounds them
in the digital twin to produce an executable source program.
MetaWizard was evaluated on retail assistance tasks.

MetaWizard2 extends this toward interactive program-
ming via natural-language dialogue. It models tasks as
hierarchical metatasks and incrementally grounds them by
proactively asking the user for information about the task.
MetaWizard2 was validated on industrial surface treat-
ment tasks. MetaWizardLLM, a third variant, leverages
pretrained LLMs for task reasoning and was validated on
industrial gear assembly. The core contribution of MetaWiz-
ard is the use of reasoning over hybrid knowledge bases that
combine both symbolic and subsymbolic information. Like
SPI, MetaWizard produces robot programs that afford deter-
ministic behavior guarantees, making it suitable for safety-
sensitive applications.

5 Conclusion and Further Work
The dissertation proposes a neurosymbolic framework for

robot programming that bridges the divides between sym-
bolic and subsymbolic representations, designed and learned



Kl - Kiinstliche Intelligenz

behavior, and capabilities and safety. SPI on NRPs enables
gradient-based optimization while preserving symbolic
structure for human control. MetaWizard demonstrates that
structured knowledge representations support interactive
program synthesis from intuitive user inputs.

NRP!s are particularly suited for industrial applica-
tions, as source programs remain auditable and engineers
can continue using established programming toolchains.
Conditioning shadow programs on environment images
via multimodal transformer architectures [3] enables opti-
mization with respect to current percepts without finetun-
ing. Combining LLM reasoning with structured knowledge
is a promising evolution of program synthesis [2]. More
broadly, the interplay between optimization and synthesis,
whereby synthesized programs are optimized and results
inform future synthesis, points toward systems that continu-
ously improve through experience.
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